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EncGradInversion: Image Encoding and Gradient-
Inversion-Based Batch Attack in Federated Learning

Thi-Nga Dao and Hyungjune Lee , Member, IEEE

Abstract—The gradient attack problem has recently been
studied to increase the awareness of people on privacy risks in
federated learning. However, this attack is constrained under
specific conditions, such as small image batch sizes and low
image resolutions. To address this challenge, we introduce a new
three-phase image recovery architecture called EncGradInversion,
which harnesses the power of image encoding and the shared
gradient inversion. In the first phase, we attempt to extract the
representation for all of the images using the gradient at the
final layer. Then, in the second phase, the extracted encoding
of a specific image is leveraged for reconstructing the image
by matching the representation of dummy and approximated
images. This allows a parallel algorithm to accelerate the image
recovery. In the final phase, the reconstructed images are fine
tuned using the shared gradient of the whole network. In
the second and third phases, we formulate an optimization
problem to minimize the discrepancy between the shared and
reconstructed gradients, while preserving the smoothness and
natural appearance of the reconstructed images. Evaluated on
various datasets and deep learning models, EncGradInversion
shows its superiority to recover the original training images with
resolutions as high as 1024×1024 and with the batch size of 512.
Furthermore, the proposed architecture outperforms existing
counterparts with a factor of up to 9.8 and 6.04, in terms of
structural similarity performance and attack time.

Index Terms—Federated learning (FL), gradient inversion,
gradient leakage attack, image recovery.

I. INTRODUCTION

DUE TO the emphasis on privacy and decentraliza-
tion preservation, federated learning (FL) has widely

attracted both researchers and practitioners across various
industries [1], [2]. Data, such as private images and texts
collected from Internet of Things (IoT) devices [3], [4], [5],
[6] or financial data are used to train a global model for
a wide range of classification and regression tasks. In FL,
each participant computes the gradient of parameters using a
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training batch and shares the gradient with other participants
or a central parameter server. However, a critical concern in
FL lies in the potential attacks from adversaries who attempt
to recover sensitive raw training images from the shared
gradients, called gradient attacks. Existing works show that the
recovery quality highly depends on the batch size and image
resolution. More specifically, the reconstructed images have
relatively poorer quality as the batch size or image resolution
increases. Therefore, investigating a more effective attack
strategy to obtain high-quality images under large batch sizes
and image resolutions remains interesting but challenging.

To reconstruct the training images from the shared gradient,
a common method is to form an optimization problem that
minimizes the discrepancy between the shared and dummy
gradients [7], [8], [9], [10], [11], [12], [13], [14], [15], [16].
The dummy images treated as variables of the optimization
problem are trained to minimize the objective function. To
further enhance the attack quality, different regulation terms
are added to the objective function. For example, total variation
loss is used to increase the smoothness of reconstructed
images, while the norm is used to constrain the reconstructed
images within a feasible range from 0 to 1. Besides the shared
gradients, it was validated that the underlying training inputs
can be recovered using the image representation from an
intermediate hidden layer. The reconstruction quality highly
depends on the distance between the input layer and the
intermediate layer, i.e., the higher performance can be obtained
with a closer distance.

Motivated by existing works that the training images can be
revealed using the shared gradient or the image representation,
we propose a novel attack framework called EncGradInversion
that recovers the image batch by leveraging the interplay of
image encoding and gradient inversion, to achieve high-quality
images under large batch sizes and high resolutions. It should
be noted that since the image representation is not shared by
participants in FL, we first design a method to approximate
the image encoding at the final hidden layer for each training
image. Then, each training image is reconstructed separately
using the approximated image representation. Finally, all of
the images are trained to minimize the difference between
the shared and recovered gradients, while keeping the image
natural and keeping images within a limited range.

We design two essential components for image represen-
tation reconstruction called one-hot activation (OHA) and
gradient average (GRA) in the first phase. The OHA method
assumes that only one training image with label j contributes
to the gradient from the final hidden layer related to output j.
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Based on the characteristics of the backpropagation algorithm,
we derive the image encoding from the gradient in the
final hidden layer. Meanwhile, in GRA, we approximate the
gradients corresponding to the nontrue outputs as the average
value of softmax output units. Then, a sequence of linear
equations with variables of image encodings are formulated,
and the image representations can be obtained by solving these
linear equations.

In the next phase, we formulate a weighted loss function
that represents the difference between the approximated and
dummy image representations, the total variation loss, and the
norm regularizer. Each training input is initialized randomly
and then updated using the L-BFGS optimizer to match the
approximated and dummy gradient while maintaining the
smoothness and naturalness of recovered images. Since a
training image can be recovered independently in this phase, a
parallel algorithm can be used to accelerate the recovery pro-
cess. Moreover, provided that image encodings are recovered
accurately, the performance of image reconstruction does not
depend on batch size, which is mainly different from existing
works.

In the final phase, we further enhance the recovered images
by matching the shared and reconstructed gradients across
all of the layers. A weighted loss function is formulated
by computing the difference between real and reconstructed
gradients from all of the layers, the smoothness, and the
naturalness of the reconstructed images. Unlike the second
phase where each training image is updated in parallel, in
the third phase, all of the training images are jointly learned
to minimize the weighted loss function. Experimental results
show that the second phase contributes to obtaining a nearly
complete recovery of the training images, while the third phase
serves to further enhance and fine tune the reconstructed image
batch.

This work is the first attempt to recover training images
with high batch sizes and high-resolution images by effectively
leveraging both image encoding and shared gradients. We con-
ducted extensive experiments for the image batch attack using
various well-known datasets of CIFAR-100, LFWPeople, and
ImageNet and various deep convolutional neural networks
(CNNs), such as LeNet, ResNet-18 [17], and MobileNet [18].
Evaluation results show that EncGradInversion significantly
outperforms existing works in terms of reconstruction quality
and attack time especially when the batch size increases.
EncGradInverion is capable of reconstructing images with
resolutions of as high as 1024×1024, with a batch size of 512,
which can pose a real critical threat in FL.

The main contribution of our work can be summarized as
follows.

1) We introduce a novel three-phase image batch attack
framework that makes use of image encoding and
shared gradient for the reconstruction of training images
with high resolution and high batch size in distributed
learning.

2) We propose an effective way of image representation
reconstruction that approximates the representation of
each training image from the gradient in the final
hidden layer. Then, image encoding is leveraged to

recover each training image independently, allowing the
reconstruction of images to be performed in parallel.

3) We formulate a weight loss function that measures the
difference between the gradients of the shared and recon-
structed images as well as the realism of reconstructed
images. Then, the image batch is found as an optimal
solution by minimizing the loss function.

4) The results obtained from experiments on various
datasets and network architectures demonstrate the
significant effectiveness of incorporating both image
encoding and gradient for the image batch attack. Our
finding shows that image encoding extracted from the
final layer is more useful information for image batch
attacks than the shared gradient from all of the layers.

This article is organized as follows. Section II summarizes
the existing works in the literature and compares them with our
method. Then, the main assumptions and the threat model are
presented in Section III, and then we describe our main image
recovery algorithms in Section IV. The experimental results
of EncGradInversion are reported and analyzed in Section V.
Finally, we conclude this work with some possible future
works in Section VI.

II. RELATED WORK

Since our work is related to gradient attacks, we compare
existing research studies as summarized in Table I. We list the
main features of related studies, including shared information,
required knowledge, method type, attack type, inversion
information used for image reconstruction, optimizer, image
resolution, batch size, and published year. We denote ∂L/∂θ

as the gradient with respect to network parameters θ . In
auxiliary free, the attacker is assumed not to include any
auxiliary samples, whereas, in auxiliary-based methods, the
attacker is required to have an auxiliary dataset that is used to
achieve better dummy image initialization instead of random
initialization. In addition, the existing works can be classified
into optimization-based or analytics-based types and passive
or active attacks. Specifically, reconstructed images are the
solution of an optimization problem in the optimization-based
method or have closed-form expressions in the analytics-
based method. Unlike the passive attack, the attacker has
the privilege to change the network architecture and network
parameters in the active attack.

Deep leakage from gradient (DLG) in [7] is the first work
that formulates an optimization problem to reconstruct the
dummy images and dummy labels from the shared gradient.
As variables in the optimization problem, dummy images and
labels are randomly initialized and then updated in a way
that the dummy gradient is as close as possible to the shared
gradient. The mean-squared error measures the difference
between dummy and shared gradients. Even though the results
look promising, this method can only recover images with a
limited batch size of 8 and an image resolution of 64×64.

To improve the performance of DLG, Geiping et al. [8]
added a regularization term into the loss function and used
cosine similarity to measure how the dummy gradient is
similar to the shared gradient. The regularizer includes a
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TABLE I
SUMMARY OF EXISTING AND OUR WORK

simple image prior called total variation loss to denoise the
reconstructed images. In addition, the Adam optimization
algorithm is considered to update dummy images.

Recursive gradient attack on privacy (R-GAP) [9] formu-
lated the gradient attack as a set of linear equations and
explained when DLG produces a unique image recovery for
the optimization problem. Then, they proposed a recursive
method to find the closed-form expression of reconstructed
images by solving linear equations. Although R-GAP can
produce higher image reconstruction, this method does not
work well when the batch size is greater than 1.

In see through gradient (STG) [10], the authors formulated
an optimization task to match gradients, while ensuring image
fidelity by adding a total variation and norm loss into the
loss function. Moreover, instead of optimizing one possible
candidate for a training image, each agent generates a group of
candidates for a training image. Then, the group consistency
loss is added into the loss function as a regularization term
to push all candidates to converge to a consensus image.
By appropriately selecting coefficients of the loss function,
STG can recover the training image with a resolution up
to 224×224. However, STG requires batch-wise mean and
variance at batch normalization (BN) layers, which are not
usually shared between agents.

Unlike [7] and [8], Hatamizadeh et.al investigated how
statistics of BN layers affect the gradient attack in [12]. The
loss function now contains gradient loss, image prior loss,
and regularization loss. While the first two losses are similar
to that in [10], the BN regularizer measures the difference
between BN statistics (mean and variance) of dummy and
real inputs. Although using BN statistics can help to enhance
the reconstruction quality, sending personalized BN statistics
specific to other clients is not a practical assumption. In
this work, we assume that only model parameters and model
architecture are shared between clients in FL and the adversary
does not know BN statistics.

In [11], the work assumes that the attacker has the capability
of modifying the model architecture and model parameters.
From the analytical theory that the input of any hidden
layers can be recovered fully at the beginning of training,
it added a fully connected network to the original model at
the position that is close to the input layer. After modifying
the network architecture, the training images can be recovered

much more easily than passive attacks. However, the normal
agent may also recognize the change in network architecture.
Reference [13] launched an active gradient attack that requires
not only the change in weight distribution but also network
parameters. The weight initialization aims to keep only one
output neuron active for one input image per mini-batch.
Therefore, the success rate greatly depends on the adversarial
weight initialization. The experimental results show a success
rate of around 0.4 to 0.5.

Unlike other works that assume either a server or a client is
compromised, a recent work called external gradient inversion
attack (EGIA) [14] considers that both the server and the
clients are fully trusted and proves that the gradient attack
at an intermediate node is possible. In EGIA, the attacker
does not need to know the network parameters and relies
only on the gradient shared by the server. More specifically,
the intermediate node can send dummy images to the server
and receive the dummy gradient. Then, they can derive the
difference between dummy and real gradients. The recovery
results show that images with a resolution of 32×32 and a
batch size of 32 can be almost recovered.

Geng et al. [16] proposed an attack method with FedAvg in
which parameters are trained multiple rounds, and then, the
aggregated gradient is shared with the adversary. A simple
strategy was adopted by approximating the gradient at each
round as the average value of the aggregated gradient. The
suggested method can recover batch images with a batch size
equal to 64. However, the quality of recovered images highly
depends on the number of training rounds which images are
trained for. In terms of the objective function, a gradient loss
and three different auxiliary regularizers are used: 1) total
variation; 2) clip; and 3) scale. While the total variation
loss can help to denoise images, clip and scale losses make
sure that values of reconstructed images are in the range
of [0, 1].

Yang et al. [15] proved that the gradient attack can still suc-
cessfully recover the training images by using the compressed
gradient. They proposed a network generator that initializes
dummy images using the gradient from the final layer. The loss
function is formulated to represent the discrepancy between
the compressed dummy gradients and the compressed real
gradients. Finally, a denoising model is adopted to further
improve the reconstruction quality.
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Fig. 1. Gradient attack in peer-to-peer FL.

Our work addresses a more challenging and practical gra-
dient attack problem with large batch sizes and high image
resolutions. The main limitation of existing works of passive
attacks is that they can only recover training images with low
image resolution and small batch size. Moreover, there does
not seem to exist any work on accelerating the gradient attack
by separately recovering each training image in the batch.
Our EncGradInversion aims to address these limitations by
leveraging both image encoding and the shared gradient for
reconstructing the training images.

III. THREAT MODEL

We consider a gradient leakage model in FL in Fig. 1. The
adversary can be a parameter server in a centralized FL or any
participant in a peer-to-peer FL, such as a specific customer,
user, or hospital who has their private training data. Each
participant in the FL model is equipped with an IoT device,
such as mobile phone, computer, industrial sensor, or camera.
Each IoT device leverages local computation resources to train
its local model using its dataset. Clients in FL aim to jointly
build a global classification model for one of the following
tasks: object classification with the datasets like CIFAR-10 or
ImageNet, face recognition with the dataset like LFWPeople,
and disease diagnosis with the datasets like chest X-ray or
brain MRI images. For example, in Fig. 1, two participants
collect training images from smart cameras and then train a
face recognition model using FL. We assume that the global
homogeneous model contains a list of CNN layers followed by
a hidden layer and the softmax output layer. In each training
epoch, the victim updates network parameters using an image
batch with a batch size greater than or equal to 1. Based on the
shared gradient from the normal device, the attacker launches
the gradient attack to reconstruct the training images. The
gradient leakage model consists of four main steps as follows.

1) Both participants share the initial global model rep-
resented by network architecture f and network
parameters θ .

2) The IoT device from a normal party computes the output
y = f (x, θ) given training images x and then derive the
gradient (∂l/∂θ).

3) The victim device sends (∂l/∂θ) to the adversary.
4) The attacker aims to recover the private training images

by finding the solution for the following optimization

problem:

minimize L = g(x, θ, f ) (1)

where L is the loss value that depends on the recovered
images x, network parameters θ , and network architec-
ture f . In this work, we define the loss value as

L = Lg + Lh + Ltv + Lnorm (2)

where Lg = ((∂l/∂θ) − (∂l∗/∂θ))2 is the difference
between the shared gradient and dummy gradient; Lh =
(h−h′)2 is the difference between the dummy encoding
and real encoding at the final hidden layer; Ltv is the total
variation loss that is added as a regularizer to maintain
the fidelity of images; and Lnorm is another regularizer
used to constrain the images value within a specific
range.

The gradient attack will be continued in another round starting
from steps 2 to 4 for a new training batch. We now explain
why Lh is added to the loss function. Several studies [19]
found that it is possible to guess the training inputs using
the image encoding at an intermediate hidden layer. Better
reconstruction performance can be produced when the distance
between the encoding and the input layers is closer. Motivated
by the finding in [19], the loss term Lh is added in the loss
function together with Lg and two regularization terms Ltv and
Lnorm, as in 2.

IV. THREE-PHASE IMAGE BATCH RECOVERY ALGORITHM

In this section, we present an image batch recovery
algorithm that consists of three phases: 1) image encoding
reconstruction; 2) image reconstruction using image encoding;
and 3) image reconstruction using the whole shared gradi-
ent. The overview of the proposed architecture is shown in
Fig. 2. First, image representation at the final hidden layer
is reconstructed using the shared gradient at the final hidden
layer. Then, in the second phase, the reconstructed images are
obtained by solving the optimization problem that minimizes
the difference between the reconstructed and dummy repre-
sentation. Finally, the reconstructed image is fine tuned by
matching the shared and dummy gradients and matching the
reconstructed and dummy encoding. In the second and third
phases, two kinds of regularizers are leveraged, including total
variation and norm loss. Table II summarizes the notations
used in this article.
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Fig. 2. Overview of three-phase image batch recovery framework EncGradInversion.

TABLE II
NOTATIONS

A. Image Encoding Reconstruction

The softmax output layer can be represented as

y = Softmax(hW + b) (3)

where vector h represents the final hidden layer. Let z =
hW + b denote the output values before applying the softmax
activation function. h(i)

k is the hidden unit k for image i.
According to the chain rule of derivative for a compound
function, (∂l/∂W) = (∂l/∂z)(∂z/∂W) = (∂l/∂z)h. That means
the gradient in the final layer for image i is the production
of h(i)

k and (∂l/∂z(i)
j ). With the batch size B > 1, the shared

gradient in the final layer is averaged over the image batch as
follows:

∂l

∂Wkj
= 1

B

B∑

i=1

h(i)
k

∂l

∂z(i)
j

(4)

∂l

∂bj
= 1

B

B∑

i=1

∂l

∂z(i)
j

(5)

where Wkj represents the connection weights between hidden
neuron k and output neuron j and bj is bias of output j. The
cross-entropy loss l for image i with true class c is computed

as: l = −log(ez(I)c /
∑

j ez(i)j ). The gradients with respect to z for
image i are derived as follows:

∂l

∂z(i)
j

=

⎧
⎪⎪⎪⎪⎨

⎪⎪⎪⎪⎩

−1 + e
z(i)j

∑
j e

z(i)j

, if j = c(class index ofxi)

e
z(i)j

∑
j e

z(i)j

, if j �= c

(6)

where c is the class label of image i. Then, we propose two
methods to approximate the image representation. The first
method is called OHA or OHA since we assume that only
image i will activate the gradient connecting to the output unit
with the label of that image. The second method is called GRA
since we assume that (ezj/

∑
j ezj) has a close value of μ and

μ is the average value of (ezj/
∑

j ezj) with j �= c.
Method 1 (OHA): Assume that there are a large number of

classes, i.e., (ezc/
∑

j ezj) is quite small. Therefore, (ezc/
∑

j ezj)

can be ignored at the beginning of the training period and
only one image in the training batch contributes to the shared
gradient in (4) and (5). Then, the image encoding for a specific
image can be derived as

h(i)
k = ∂l

∂Wkc
/

∂l

∂bc
(7)

where index k = 1, 2, . . . , nh, and nh is the number of hidden
units in the final hidden layer. Note that, existing work [20]
proved that the true labels of training data can be successfully
predicted. Therefore, it is possible to recover image encoding
from the shared gradient in the final hidden layer, especially
at the beginning of training.

Method 2 (GRA): In this method, we assume that

(ez(i)j /[
∑

j ez(i)j ]) with j �= c has a similar value of μ, (5) can
be expressed as:
(∂l/∂bj) = (1/B)[ − 1 + (ezc/[

∑
j ezj ]) + μ(B − 1)].

We derive (ezc/[
∑

j ezj ]) as a function of (∂l/∂bj), μ, B, and
then (6) can be rewritten as

∂l

∂z(i)
j

=
{

B ∂l
∂bj

− μ(B − 1), if j = c(class index ofxi)

μ, if j �= c.
(8)

By substituting coefficients (∂l/∂z(i)
j ) into (5), we have a

set of B linear equations with B variables h(i)
k where i =

1, 2, . . . , B. The approximated value of h(i)
k can be found

by solving these linear equations. Algorithm 1 summarizes
the GRA method for the image representation reconstruc-
tion. Specifically, hidden representation can be reconstructed
iteratively using a for loop from lines 2 to 7. Now, we
explain the representation reconstruction of specific hidden
unit k. At line 2, we construct vector b with B elements
[(∂l/∂Wk1), (∂l/∂Wk2), . . . , (∂l/∂WkB)]�. Then, the matrix A

Authorized licensed use limited to: Ewha Womans Univ. Downloaded on February 07,2025 at 04:28:43 UTC from IEEE Xplore.  Restrictions apply. 



DAO AND LEE: EncGradInversion: IMAGE ENCODING AND GRADIENT-INVERSION-BASED BATCH ATTACK 3863

Algorithm 1 GRA Method
Input: Network architecture, network parameters (weight,
bias), shared gradient wrt parameters on batched data in
the last hidden layer

1: for k = 1, 2, ..., nh do

2: b =
[

∂l

∂Wk1
,

∂l

∂Wk2
, ...,

∂l

∂WkB

]�
� Construct vector

b ∈ RBx1

3: for j = 1, 2, ..., B do

4: A[j, :] =
[

∂l

∂z(1)
j

,
∂l

∂z(2)
j

, ...,
∂l

∂z(B)
j

]
� Construct

matrix A ∈ RBxB

5: end for
6: Formulate and solve linear equations: A × hk = b
7: H[k, :] = hk � Solution hk is representation of

images at unit k
8: end for

Output: Image representation H ∈ RnhxB

with shape of B×B is formed as shown in lines 3 to 5. The jth
row of the matrix A is [(∂l/∂z(1)

j ), (∂l/∂z(2)
j ), . . . , (∂l/∂z(B)

j )].
A set of linear equations is formulated at line 6 and we
define vector hk with B elements as the solution of that
linear system. Vector hk is the representation of B images
at hidden neuron k. We repeated encoding reconstruction for
other hidden units until k = nh. Finally, the GRA method
outputs the representation H of B training images at the final
hidden layer.

B. Image Reconstruction Using Image Encoding

Given the network architecture, network parameters θ and
the reconstructed representation in the final hidden layer,
we find the dummy images x∗ that minimizes the following
weighted loss function:

L = αhLh + αTVLTV + αnormLnorm (9)

where the mean-squared error Lh represents the difference
between the dummy and reconstructed image encoding; the
total variation loss LTV is the mean of the difference between
two nearby pixels in an image; and the six-norm regularizer
Lnorm = ∑

(x∗)6 is used to penalize pixels with high values.
Only the gradient in the final hidden layer is used for image
reconstruction. Later, we evaluate how the gradient in the final
layer affects the image reconstruction. In phase 2, we use the
L-BFGS optimizer to update each dummy image.

C. Images Reconstruction Using the Whole Shared Gradient

Dummy images obtained from phase 2 are used as the
input for phase 3. In this phase, we use the whole shared
gradient to reconstruct images. The weighted loss function can
be written as

L = αgLg + αhLh + αTVLtv + αnormLnorm (10)

Algorithm 2 Gradient Attack Algorithm for Batched Data
Input: Network architecture, network parameters (weight,
bias), shared gradient wrt parameters ∇W on batched data

1: Randomly initialize reconstructed images x∗
Phase 1: Reconstruction of Image Encoding

2: Derive image encoding h using One-hot Activation or
Gradient Average Method
Phase 2: Image Reconstruction using Image Encoding

3: for i = 1, 2, ..., B do
Compute image encoding for dummy images

4: h∗ = subnet(x∗)
5: for epoch = 1, 2, ..., nepochs do
6: lh = MSE(hi, h∗

i )

7: lTV = TV(x∗
i )

8: lnorm = ∑
(x∗

i )
6

9: L = αhlh + αTV lTV + αnormlnorm

10: Update the image x∗
i iteratively to minimize L

11: end for
12: end for

Phase 3: Images Reconstruction using the whole Shared
Gradient

13: for epoch = 1, 2, ..., nepochs do

14: Compute
∂l∗

∂θ
with batched images x∗

15: lgrad = MSE(
∂l∗

∂θ
,

∂l

∂θ
)

16: lh =
B∑

i

MSE(hi, h∗
i )

17: lTV =
B∑

i

TV(x∗
i )

18: lnorm =
B∑

i

∑
(x∗

i )
6

19: L = αglg + αhlh + αTV lTV + αnormlnorm

20: Update all images x∗ iteratively to minimize L

21: x∗ = clip(x∗)
22: end for

Output: Reconstructed images x∗

where Lg shows the difference between dummy gradient
(∂l∗/∂θ) and shared gradient (∂l/∂θ) using mean-squared
error; the mean-squared error Lh represents the discrepancy
between the dummy and reconstructed image encoding; and
the fianl two regularization terms are used to keep the natural
of images. Similar to phase 2, the L-BFGS optimizer is used
to find all dummy images that minimize the weighted loss
function. Finally, we clip the images into the range [0, 1] to
make the results look more natural. Algorithm 2 summarizes
the entire procedure of the gradient attack algorithm.

V. PERFORMANCE EVALUATION

We validate our image reconstruction framework
EncGradInversion for the classification task on the three
datasets, including CIFAR-100, LFWPeople, and ImageNet
under three different network architectures: 1) LeNet;
2) ResNet-18; and 3) simplified MobileNet. LeNet includes
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(a)

(b)

(c)

Fig. 3. MSE of OHA and GRA for image encoding reconstruction. (a) CIFAR-100 with 100 classes. (b) LFWPeople with 5749 classes. (c) ImageNet with
1000 classes.

four 5 × 5 convolutional layers with 12 filters in each
convolutional layer followed by a fully dense layer. ResNet-18
consists of a 3×3 kernel in the first convolutional layer. It has
four layers of ConvNets with 8, 12, 16, and 24 filters. Each
layer consists of two residual blocks and each block consists
of two convolutional layers with a skip connection connected
to the output of the second convolutional layer with a sigmoid
activation function. Meanwhile, the simplified MobileNet
has one convolutional layer and three deepwise separable
convolution layers. Each depthwise separable convolution
layer consists of a depthwise and pointwise convolution. The
default image resolution for the CIFAR-100, LFWPeople, and
ImageNet datasets are 32 × 32, 128 × 128, and 256 × 256,
respectively. The network parameters are randomly initialized
using the Kaiming method [21].

We first show the performance comparison between two
methods for data encoding reconstruction. The MSE between
true and reconstructed image representation is used as a
performance metric for data encoding reconstruction. Then,
we evaluate the reconstruction quality with different image

resolution and batch size. Five different metrics are used
for performance evaluation: MSE, structural similarity index
measure (SSIM) [14], peak signal-to-noise ratio (PSNR),
cosine similarity in FFT-2D frequency response, and learned
perceptual image patch similarity (LPIPS) [10]. Next, a
performance comparison between our work and four existing
works of inverting gradients (INGs) [8], improved gradient
inversion (IGI) [16], STG [10], and DLG [7], in terms of
attack time and reconstruction quality is presented followed
by a visualization of our work.

A. Performance Comparison Between OHA and GRA for
Image Encoding Reconstruction

We consider three datasets with the LeNet network archi-
tecture. The batch size is set to 8, 16, 32, and 64, respectively.
Fig. 3 shows the MSE value for two methods during the
first 20 training epochs. For each iteration, a batch of images
is randomly selected for training at the normal device, and
the gradient for these batch images is shared with another
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TABLE III
MSE COMPARISON BETWEEN OHA AND GRA METHODS

TABLE IV
PERFORMANCE OF GRADIENT ATTACK ON THE CIFAR-100 DATASET WITH DIFFERENT NETWORK ARCHITECTURES

TABLE V
PERFORMANCE OF GRADIENT ATTACK ON THE LFWPEOPLE DATASET WITH DIFFERENT NETWORK ARCHITECTURES

TABLE VI
PERFORMANCE OF GRADIENT ATTACK ON THE IMAGENET DATASET WITH DIFFERENT NETWORK ARCHITECTURES

device that is compromised by the adversary. In most cases,
the MSE tends to increase over the training epoch because
the gradient related to nontrue outputs likely approximates
0 at the beginning of training. Table III shows the average
MSE of two methods during the 20 epochs. Across all of
the datasets, we have observed that the gap between the true
and reconstructed image encodings tends to be higher with a
larger batch size in both methods. For example, in the OHA
method, when B jumps from 8 to 64, the reconstruction of
image representation deteriorates 6800, 885, and 36 643 times
in CIFAR-100, LFWPeople, and ImageNet, respectively.

The GRA method clearly outperforms OHA, especially as
the batch size increases. Recall that in OHA, we assume
that (ezj/[

∑
j ezj) ≈ 0 when output j is not the image label

and 1 − (ezj/[
∑

j ezj ]) ≈ 1 with j is the image label. The
OHA assumption is more likely true with a higher number

of classes and at the beginning of the training. In GRA, on
the other hand, (ezj/[

∑
j ezj ]) ≈ (1/C), which is closer to

the real values of (ezj/[
∑

j ezj ]). Therefore, the GRA produces
image encoding reconstruction with higher accuracy than
OHA, and the GRA is used as our default method for image
reconstruction for other experiments.

B. Performance Evaluation for Image Batch Reconstruction

For the experiments in this section, the batch size is set from
1 to 32 and three metrics of MSE, SSIM, and PSNR are used.
Tables IV–VI show the results of the CIFAR-100, LFWPeople,
and ImageNet datasets, respectively, under three different
network architectures of LeNet, ResNet18, and simplified
MobileNet. As the batch size increases, performance results
gradually deteriorate since the labels of the image batch may
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TABLE VII
COMPARISON OF GRADIENT ATTACK’S PERFORMANCE WITH THE LENET MODEL AND THE CIFAR-100 DATASET

TABLE VIII
COMPARISON OF GRADIENT ATTACK’S PERFORMANCE WITH THE RESNET18 MODEL AND THE CIFAR-100 DATASET

TABLE IX
PERFORMANCE COMPARISON WITH OTHER COUNTERPARTS

likely be duplicated. When there are more images with the
same label, reconstruction of image encoding becomes more
difficult, thus causing lower accuracy for image reconstruction.

Note that, the LFWPeople dataset has 5749 classes com-
pared to 100 in the CIFAR-100 and 1000 in ImageNet.
Moreover, CIFAR-100, LFWPeople, and ImageNet datasets
contain 50k, 13k, and 1k images, or 500, 2.2, and 1 image
per each class, respectively. For the evaluation, we assume
that the normal participant randomly selects B images in the
whole dataset for model training, and then the victim shares
the gradient with other devices. The effects of B are less seen
in the ImageNet dataset compared to the other datasets since it

has only one thousand images in the training dataset. As shown
in Table VI, with the ResNet18 architecture, SSIM and PSNR
values drop only 2% and 14%, respectively, as B changes from
1 to 32. In contrast, we achieved the lowest performance for
image reconstruction in the CIFAR-100 dataset due to the high
probability of having images with duplicate labels in the image
batch. For example, when using the simplified MobileNet,
the MSE increases 6.1 times from 0.0061 to 0.0370, while
SSIM and PSNR drop 41.2% and 31.9%, respectively, when
the batch size increases from 1 to 32.

Next, we show the performance comparison of gradient
attack at phases 2 and 3 in EncGradInversion using two
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Fig. 4. Comparison between image reconstruction. (a) Original batch. (b) DLG. (c) STG. (d) ING. (e) IGI.

network architectures, e.g., LeNet in Table VII and ResNet18
in Table VIII on the CIFAR-100 dataset. We perform experi-
mental results with ten runs and present the mean and standard
derivation of the results. Note that, we only use the shared
gradients in the final hidden layer for image reconstruction
in phase 2, whereas the shared gradients from the whole
network are used in phase 3. Basically, since phase 3 requires
more information for gradient attack, we aim to check how
phase 3 helps the adversary recover the training images. The
experimental results show that the shared gradients of the
whole network can be leveraged to enhance the performance
better especially as the batch size is small. Specifically,
Table VIII shows that the reconstruction performance of
EncGradInversion after phase 3 is better than after phase 2
in terms of MSE, SSIM, and PSNR when B ≤ 16. When B
increases, the number of parameters that need to be optimized

increases, leading to more difficulty in recovering the training
images. That is why Table VIII shows no improvement at
phase 3 when B > 16 in the ResNet18.

With the LeNet model, we observe that performance at
phase 2 is slightly better than that at phase 3. Therefore, we
present the results in phase 2 with more reduced attack time
for other experiments. Without phase 2, our EncGradInversion
algorithm leverages the shared gradient of all layers for image
reconstruction, which is similar to the DLG method [7]. The
performance comparison between our method and DLG is
presented in the following section.

C. Performance Comparison With Existing Studies on Image
Batch Reconstruction

We selected four related works for performance comparison:
1) ING [8]; 2) IGI [16]; 3) STG [10]; and 4) DLG [7]. In
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these methods, they formulated an optimization problem with
variables of dummy images. For a fair comparison, dummy
images are randomly initialized and there is no auxiliary set
at the adversary. In IGI, DLG, and STG methods, the gradient
loss is defined as the squared difference between shared and
dummy gradients. Meanwhile, the ING algorithm considers
cosine similarity between shared and dummy gradients as the
gradient loss. There is no regularizer in DLG; in contrast, ING
includes a total variation loss. Meanwhile, regularization terms
of total variation loss, norm loss, and group consistency are
added to the loss function in STG. Finally, IGI consists of
total variation, clip, and scale losses. For the experiment setup,
B is set to {1, 2, 4, 8}, and five different metrics are collected
for performance comparison. We consider the LeNet network
and CIFAR-100 dataset for this experiment. We present the
average results of reconstructing ten different image batches.

With B = 1, all of the methods successfully recover the
training image, which indicates that it is not difficult to launch
the gradient attack with a single training image. When B > 1,
DLG has the lowest reconstruction performance with regard
to MSE, SSIM, PSNR, FFT-2D, and LPIPS. For example,
the MSE, SSIM, PNSR, FFT-2D, and LPIPS of DLG are
0.2695, 0.029, 6.08, 0.405, and 0.540, respectively, when
B = 4. Thanks to the regularization terms, STG, ING, and
IGI achieve a higher performance than DLG. IGI produces
higher reconstruction accuracy than STG and ING, highlight-
ing the significance of clip and scale losses. However, our
EncGradInversion method generally outperforms STG, ING,
IGI, especially with B > 1. As B increases, the performance
gap rather increases as shown in Table IX. For example, the
SSIM difference between our work and STG is 0.116 with
B = 2 and 0.609 with B = 8, respectively. The superior
performance of EncGradInversion compared to other methods
clearly shows the importance of image representation in image
reconstruction. We also visualize the reconstructed images of
our work and other counterparts compared with the original
images in Fig. 4.

Now, we evaluate the attack time of our method, DLG,
STG, IGI, and ING in Fig. 5. The LeNet architecture and
the CIFAR-100 dataset are used for this experiment. As men-
tioned earlier, existing works usually suffer from performance
degradation for large batch sizes. In contrast, since each
training image is reconstructed from its image representation
in phase 2, our work is less affected by the batch size. As the
batch size changes from 1 to 512, it generally takes more time
to launch the gradient attack in all attack strategies. However,
our proposed method always has the lowest attack time.
The performance gain keeps increasing as B increases. For
example, our method reduces 2.3 and 13.4 s with B = 1, and
1210 and 5152 s with B = 512 compared to DLG and STG,
respectively. From results presented in this section, we can
conclude that EncGradInversion surpasses other counterparts
in both reconstruction quality and attack time.

D. Visualization

We demonstrate the quality of the reconstructed images
by our EncGradInversion (with B = 32, compared to the

Fig. 5. Comparison of attack time between gradient attack methods.

original training images in three datasets in Fig. 6. In CIFAR-
100, the image resolution is set to 32 × 32, and a specific
image has the average of 500 other images with the same
class, compared to 2.2 and 1 in LFWPeople and ImageNet,
respectively. If there exist two images with the same label in
the image batch, the image recovery algorithm only results
in a combination of both images, as shown in Fig. 6(a).
Since the probability of having images with duplicate labels
is much less than CIFAR-100, and the image resolution is
higher than CIFAR-100, the reconstruction quality in LFW
or the ImageNet dataset is much better than CIFAR-100. We
can infer from Fig. 6 that as long as a specific image has no
duplicate label, this image can be accurately recovered through
EncGradInversion, which can pose a real feasible threat to
data privacy of participants.

Finally, we show the impacts of image resolution on
the gradient-based reconstruction attack with the ImageNet
dataset in Fig. 7. The image size changes from 32 × 32 to
1024 × 1024, and the batch size is set to 4. Normally, when
using higher image resolution, our EncGradInversion achieves
better classification accuracy, and the training images can
also be better recovered, which leads to a higher threat to
distributed learning. It should be noted that the other methods
of gradient attacks can also successfully recover the training
images with lower resolution since there are fewer variables
that can easily be optimized in the optimization problem.

E. Discussion

We discuss some important main findings and implications
of this work below.

1) EncGradInversion utilizes image encoding and the
shared gradient to achieve higher reconstruction
performance than state-of-the-art gradient attacks, as
measured by MSE, SSIM, PSNR, FFT-2D, and LPIPS.
Experimental results indicate that employing the whole
shared gradient yields more effective image reconstruc-
tion when working with a small batch size, while using
only image encoding is recommended for larger batch
sizes.
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(a)

(b)

(c)

Fig. 6. Original images (left) and reconstructed images (right) by our EncGradInversion method with different datasets. (a) CIFAR-100. (b) LFW. (c) ImageNet.

2) EncGradInversion successfully reconstructs training
images with the resolution as high as 1024 × 1024 and
the batch size of 512, which is much higher than other
existing works. In the line with related works, our results
show that superior reconstruction performance has been
achieved with a lower image resolution, a smaller batch
size, or fewer images with duplicate labels. Moreover,
a model with random parameters is more susceptible to
the gradient attack than the well-trained model.

3) EncGradInversion is able to recover training images in
parallel, leading to substantial reduction in attack time.
Our work is the first attempt to reconstruct batch images
independently using the image encoding extracted at the
final hidden layer.

VI. CONCLUSION

We introduced a novel gradient attack mechanism
EncGradInversion that leverages the fusion of image encoding

and the shared gradient to effectively reconstruct training
images in FL. EncGradInversion operates through three
phases: 1) image encoding reconstruction; 2) image recon-
struction using image encoding; and 3) image reconstruction
using the whole shared gradient. Thanks to image encoding,
EncGradInversion supports image reconstruction simultane-
ously, validating particularly advantageous when dealing
with large batch sizes. Training images can be derived
by matching both image encoding and the shared gradient
between dummy and real training images, while preserving
the realsim of reconstructed images. Experimental results
show that EncGradInversion leads to higher reconstruction
quality than two related works and significant reduction in
attack time. As future work, we may investigate the gradient
attack in a more challenging situation involved with the
utilization of multiple images with the identical labels in
the batch and the application of transfer learning at each
client.
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(a)

(b)

(c)

(d)

(e)

(f)

Fig. 7. Impacts of image resolution on the image reconstruction: original
images (left) and reconstructed images (right) by our EncGradInversion
method on the ImageNet dataset. (a) 32×32. (b) 64×64. (c) 128×128.
(d) 256×256. (e) 512×512. (f) 1024×1024.
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